
The Role of Automatic Obesity Stereotypes in Real Hiring Discrimination

Jens Agerström and Dan-Olof Rooth
Linnaeus University

This study examined whether automatic stereotypes captured by the implicit association test (IAT) can
predict real hiring discrimination against the obese. In an unobtrusive field experiment, job applications
were sent to a large number of real job vacancies. The applications were matched on credentials but
differed with respect to the applicant’s weight. Discriminatory behavior was quantified by the extent to
which the hiring managers invited normal-weight versus obese applicants to a job interview. Several
months after the behavioral data were obtained, the hiring managers completed an obesity IAT and
explicit hiring preference measures. Only the IAT scores reliably predicted interview decisions. More
specifically, hiring managers holding more negative automatic stereotypes about the obese were less
likely to invite an obese applicant for an interview. The present research is the first to show that automatic
bias predicts labor market discrimination against obese individuals. Practical implications are discussed.
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A widely accepted view of social behavior within psychology is
that it can operate automatically (without conscious intent) or
systematically (with conscious intent). According to various dual
process models (see Chaiken & Trope, 1999, for an overview),
when people are in the automatic mode, they process information
using simple, low-effort, readily available decision rules, whereas
when they are in the systematic mode, they process information in
an effortful, deliberate, and reflective fashion. Dual systems mod-
els of cognition have heavily influenced contemporary conceptu-
alizations of attitudes and stereotypes (e.g., Fazio, 1990; Gawron-
ski & Bodenhausen, 2006; Greenwald & Banaji, 1995; Wilson,
Lindsey, & Schooler, 2000; Wittenbrink & Schwartz, 2007), in
which deliberate, explicit attitudes/stereotypes are contrasted with
automatic, implicit attitudes/stereotypes. Interestingly, substantial
research performed on student samples under highly controlled
laboratory conditions (e.g., Bargh, Chen, & Burrows, 1996; Dijk-
sterhuis & van Knippenberg, 1998; Dovidio, Kawakami, & Gaert-
ner, 2002; Uhlmann & Cohen, 2007) has shown that automatically
activated stereotypical perceptions can influence a wide range of
social judgments and behaviors. Moreover, research (e.g., Nosek,
Smyth, et al., 2007) has found that automatic bias is pervasive in
society, suggesting that it could have practically important conse-
quences for those social groups who are the target of such bias.

However, the real-world impact of automatic bias has been a
heavily debated issue (see, e.g., Blanton et al., 2009; Landy, 2008).
In the present research, we examined whether automatic stereo-
types matter for hiring discrimination occurring in real organiza-
tional settings. More specifically, we examined to what extent
hiring managers’ automatic stereotypes about obese people can be
predictive of their decision to invite a normal-weight relative to an
obese applicant for a job interview.

The Implicit Association Test

As a tool for assessing automatic stereotypes, we used the
implicit association test (IAT; Greenwald, McGhee, & Schwartz,
1998), which is a computerized response latency measure designed
to tap individual differences in automatic associations between
concepts (e.g., White vs. Black people) and attributes (e.g., good
vs. bad). The IAT requires the rapid classification of various
stimuli and rests on the logic that easier pairings (i.e., faster
responses) are being more strongly associated than more difficult
pairings (i.e., slower responses). For example, if it takes longer to
respond when Black people are paired with good than when White
people are paired with the same attribute, and vice versa when the
attribute is bad, this is an indicator of automatic anti-Black bias.
Compared with traditional self-report measures that engage elab-
orate thinking and introspection, an important advantage of the
IAT is its presumed reliance on associative processes that operate
automatically (Devine, Plant, Amodio, Harmon-Jones, & Vance,
2002; Gawronski & Bodenhausen, 2006; Greenwald, Poehlman,
Uhlmann, & Banaji, 2009). Thus, the IAT is a valuable tool for
researchers who are interested in assessing an individual’s spon-
taneous attitudes toward and stereotypes about a particular group
of people without having to worry about social desirability influ-
encing the results. To date most IAT research has focused on
implicit racial bias (see below for a review of such research)
although the IAT can flexibly be used to assess other forms of bias.
A great deal of research has examined the psychometric properties
of the IAT, and during the past decade, evidence has been amassed
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in favor of its internal, construct, and predictive validity (see
Greenwald et al., 2009; Nosek, Greenwald, & Banaji, 2007, for
recent reviews).

Because it has been assumed that the IAT can reveal whether
people harbor implicit or unconscious biases toward various social
groups, such as African Americans, it is not surprising that re-
searchers have specifically been interested in whether IAT laten-
cies can be translated into discriminatory behavior against the
same groups (Green, Carney, Pallin, Iezzoni, & Banaji, 2007;
Heider & Skowronski, 2007; McConnell & Leibold, 2001;
Richeson & Shelton, 2005; Rooth, 2010; Rudman & Ashmore,
2007; Rudman & Glick, 2001; Shelton, Richeson, Salvatore, &
Trawalter, 2005; Vanman, Saltz, Nathan, & Warren, 2004; Ziegert
& Hanges, 2005). However, despite these research efforts, there is
still a relative lack of convincing evidence showing that the IAT
reliably predicts unambiguous discriminatory behavior that takes
place outside the laboratory (Blanton et al., 2009). Besides focus-
ing on the role of automatic stereotyping as such, the current work
addresses this predictive validity issue by assessing the predictive
strength of an IAT targeting obesity bias in true selection situa-
tions.

In the remainder of this introduction, we review extant research
on the relationship between automatic bias and discriminatory
behavior, focusing on IAT studies that have figured prominently in
ongoing debates about implicit discrimination. We then highlight
a number of limitations and weaknesses relating to this literature.
Last, we present an overview of the present research.

Previous Research on Discrimination Using the IAT

To date, a dozen studies have examined to what extent auto-
matic bias captured by the IAT can successfully predict discrim-
inatory actions of either the subtle or the overt kind (Blanton et al.,
2009; Greenwald et al., 2009). In a pioneering laboratory study,
McConnell and Leibold (2001) had White undergraduates interact
separately with White and Black experimenters while their behav-
ior was surreptitiously recorded by trained judges and the exper-
imenters themselves. The participants also completed a race
(Black–White) IAT and some explicit measures of racial prejudice.
McConnell and Leibold found that those participants who dis-
played stronger negative attitudes toward Blacks relative to Whites
on the IAT had more negative social interactions with the Black as
compared to the White experimenter. Specifically, stronger im-
plicit anti-Black bias was associated with less speaking time, less
smiling, more speech errors, and more speech hesitations in the
interactions with the Black versus White experimenter. Further-
more, the results showed that the IAT scores predicted these biased
social interactions over and above explicit measures of prejudice.
The McConnell and Leibold study was one of the first studies to
demonstrate the predictive utility of the IAT, showing that the IAT
can predict subtle nonverbal behavior that takes place in cross-
racial interactions.

Research has shown that the IAT is capable of predicting more
overt hostile behaviors as well. For instance, relating implicit bias
to economic discrimination, Rudman and Ashmore (2007, Study
2) found that people who held negative implicit stereotypes of
minority groups such as Jews, Asians, and Blacks also recom-
mended budget cuts for the target minority group’s student orga-
nization while completing a survey ostensibly conducted on behalf

of the Psychology Department. It should be noted that the IAT
predicted budget cuts even when explicitly declared attitudes were
controlled for.

The IAT–discriminatory behavior link has also been examined
in the medical domain. Using clinical vignettes, Green et al. (2007)
examined whether resident physicians’ decisions to recommend
thrombolytic treatment for either a White or a Black patient who
was experiencing acute coronary syndromes would be predicted by
various forms of implicit race bias assessed by the IAT. Interest-
ingly, the results showed that the residents’ implicit (but not
explicit) preference for White versus Black patients correlated
with their decisions to give thrombolysis. As predicted, greater
anti-Black bias on the IAT was associated with fewer thrombolysis
recommendations for the Black patients. The Green et al. findings
are important because they suggest that physicians’ implicit pre-
conceptions of Black versus White patients could contribute to
health care disparities. However, further studies are needed to
determine whether implicit bias could also play a role in situations
where more experienced physicians make real treatment decisions
and have in-person encounters.

More related to the present work, two studies (Rudman & Glick,
2001; Ziegert & Hanges, 2005) have used the IAT to predict
outcomes associated with employment discrimination. In the
Ziegert and Hanges (2005) study, university students were in-
structed to play the role of a hiring manager as part of a hiring
recommendation task, where they were asked to evaluate job
applicants (both Black and White) who had applied for an open
vice-president position in a hypothetical company. In addition, half
of the students received a business justification for racial bias in
the form of a memo from the simulated organization’s president in
which the importance of hiring a White person was emphasized
(climate for racial bias condition). The remaining students did not
receive this memo (climate for equality condition). The results
showed that greater anti-Black bias on the IAT predicted lower
ratings of the Black relative to White job applicants, although this
effect was limited to the climate for racial bias condition. In a
similar vein but focusing on gender discrimination, Rudman and
Glick (2001) showed that implicit gender stereotypes predicted
biased evaluations of a hypothetical male versus female job appli-
cant. In particular, it was found that students who displayed gender
stereotypes on the IAT by increasingly associating females with
communality and males with agency gave the agentic male appli-
cant higher hireability ratings when the job description was mas-
culine and rated the agentic female as being less socially skilled
when the job description was feminized. Note that the authors
found a correlation between the IAT and biased evaluations only in
one of four experimental conditions where it could be expected. In
sum, the Rudman and Glick study provides partial support for the
predictive validity of the IAT.

Limited Evidence

In contrast to the generally supportive evidence for the predic-
tive validity of the IAT presented in the previous section, many
researchers (e.g., Landy, 2008) are skeptical as to whether lab
demonstrations of the link between students’ automatic bias and
discriminatory behavior will hold up in actual work settings where
hiring managers have more experience in personnel selection, are
likely to be held accountable for their decisions, have incentives to
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recruit competent staff, and possess substantial individuating in-
formation about job applicants. Moreover, Blanton et al. (2009)
showed in a recent article that the data presented in some of the
studies that have been frequently cited as evidence in favor of the
IAT–discriminatory behavior link are weak and fragile. In their
detailed reanalysis of the data pertaining to two of the presumably
most influential studies on the subject matter, namely, the McConnell
and Leibold (2001) and Ziegert and Hanges (2005) studies1 re-
viewed above, Blanton et al. specifically discovered that the results
were not statistically reliable and robust when, for instance, the
impact of rater reliability, statistical specifications, and/or outliers
were considered.

Another problem encountered in several racial discrimination
studies is that the behavioral data show a clear pro-Black rather
than an anti-Black bias and thus do not capture discrimination per
se. The pro-Black bias is particularly problematic when the IAT
data from the same sample show a strong anti-Black bias because
it would be reasonable to expect that if most people display
automatic anti-Black bias, then a substantial portion of these
people should also discriminate against Black individuals. For
example, in the aforementioned Green et al. (2007) study, resident
physicians displaying implicit race bias against Black people rec-
ommended thrombylosis equally often for White and Black pa-
tients, while those with a low degree of implicit race bias against
Black people made thrombolysis recommendations in favor of the
Black patients. In other words, there seems to be a mismatch
between the IAT and behavioral data, and it would be more
appropriate to conclude from these results that implicit race bias
predicts less pro-Black bias rather than discrimination against
Black patients. The reason for the general pro-Black bias in treat-
ment recommendations observed by Green et al. is unclear, but it
could be the case that the medical students were more inclined to
recommend treatment to Black patients due to the greater preva-
lence of coronary disease among Blacks in general. However, a
number of other studies have obtained similar results that reveal a
general behavioral bias that is in the unexpected direction (see
Heider & Skowronski, 2007; McConnell & Leibold, 2001; Shelton
et al., 2005). Thus, it is possible that in these laboratory studies, the
participants somehow suspected that their behavior was being
monitored, which could have elicited correction processes in the
form of compensatory behavior.2 This seems particularly likely
when behavioral bias against African Americans is being studied
since there is reason to believe that White college students become
highly cautious and behave unnaturally in their interactions with
African Americans in the laboratory (see, e.g., Plant, 2004;
Richeson & Trawalter, 2008), especially if they have completed
the IAT just prior to the interaction since this would potentially
alert them to their racial biases. All in all, with the aforementioned
limitations in mind, it is premature to conclude from these studies
that implicit associations play a role in employment-related dis-
criminatory behaviors, especially as they occur in real-life orga-
nizational contexts.

Interestingly, however, Rooth (2010) offered the first evidence
that hiring managers’ willingness to invite job candidates with
native Swedish versus Arab-Muslim–sounding male names for a
job interview in a real hiring situation correlated with ethnic bias
assessed by the IAT. More specifically, the results showed that the
probability to invite job applicants with Arab-Muslim–sounding
names for a job interview was lowered by five percentage points

when comparing hiring managers with a one-standard-deviation
difference in automatic anti-Arab-Muslim bias. As predicted, those
managers who possessed a stronger automatic anti-Arab-Muslim
bias were also less likely to invite a job candidate with an Arab-
Muslim–sounding name for an interview. It should be pointed out
that both automatic attitude bias (Swedish name � good, Arab-
Muslim name � bad) and performance stereotypes (Swedish
name � high competence, Arab-Muslim name � low competence)
predicted the ethnic difference in callback rates, and they did so to
a similar extent. Insofar as automatic bias is capable of producing
discriminatory actions, findings such as these have numerous
practical implications for society. For instance, organizations may
want to look over their personnel selection procedures to prevent
automatic bias from being expressed in hiring decisions, and legal
actors and policy makers may want to revise aspects of the anti-
discrimination laws so that they are predicated on more accurate
models of human decision making than is currently the case
(Greenwald & Krieger, 2006; Jolls & Sunstein, 2006; Kang &
Banaji, 2006).

The Present Research

Of course, with such large societal implications at stake, re-
searchers need to collect a lot more empirical evidence showing
that automatic associations reliably predict labor market discrim-
ination. Thus, the scientific goal of replication, both literal and
conceptual, becomes even more important. In this research en-
deavor, it is important to examine to what extent the IAT can
predict hiring discrimination on the basis of criteria other than
ethnicity and gender. The present research contributes to the extant
literature by examining the role of automatic stereotypes in the
context of weight discrimination, which to date is an overlooked
topic.

Both experimental research and survey research suggest that
employment discrimination against overweight individuals is sub-
stantial in western cultures (see Roehling, 1999, for an extensive
review). Weight discrimination has been observed at many stages
of the employment cycle, such as selection (e.g., Rooth, 2009),
placement (e.g., Bellizzi, Klassen, & Belonax, 1989), compensa-
tion (e.g., Cawley, 2004; Register & Williams, 1990), and promo-
tion (e.g., Bordieri, Drehmer, & Taylor, 1997). Compared to race
and gender discrimination, however, obesity discrimination has
received much less research attention in the extant literature. This
is surprising given recent reports showing that obesity is reaching
epidemic proportions in the U.S. adult population and worldwide.
It is now estimated (see Flegal, Carroll, Ogden, & Curtin, 2010)
that 34% of the U.S. adult population is obese (body mass index
[BMI] � 30) and that 68% is overweight or obese (BMI � 25).
According to the Swedish National Institute of Public Health
(2009), the corresponding numbers for the Swedish adult popula-

1 Blanton et al. (2009) requested data from a total of eight studies that
examined the predictive validity of the IAT in relation to discriminatory
behavior with potential relevance to bias in the workplace. However,
except for the McConnell and Leibold (2001) and Ziegert and Hanges
(2005) studies, data were either reported as unavailable or arrived too late
for inclusion in the article.

2 For instance, in the Green et al. (2007) study, 23% of the participants
reported some awareness of what the study was about.
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tion are 12% and 45%, respectively. According to the World
Health Organization ([WHO] 2006), it was estimated in 2005 that
400 million adults were obese and 1.6 billion overweight world-
wide. WHO further projects that by 2015, approximately 2.3
billion adults will be overweight and more than 700 million will be
obese. Thus, in light of these figures, even a little bit of employ-
ment discrimination could have far-reaching consequences. This
point is illustrated in the context of gender discrimination by
Martell, Lane, and Emrich (1996), who by means of computer
simulation showed that relatively small gender effects in perfor-
mance ratings can result in substantially reduced promotion rates
and disproportionally fewer women at the higher levels of the
organization.

Interestingly, there has been relatively little research into obesity
discrimination compared to race and gender discrimination, espe-
cially within psychology. This may be related to the fact that
unlike race and gender, obesity does not currently constitute a
protected class under antidiscrimination laws in the United States
and elsewhere (including in Sweden). That is, employment dis-
crimination based on weight is technically not illegal although the
legal status of obesity as a basis for hiring has yet to mature in the
courts.

In the present research, we investigated whether automatic obe-
sity bias specifically related to work productivity would predict the
likelihood that professional hiring managers would invite obese
versus normal-weight individuals to a job interview. In an unob-
trusive field experiment, fictitious job applications including a
facial photograph of either an obese or a normal-weight applicant
were sent to real job openings posted by the Swedish Employment
Agency. The extent that the obese versus normal-weight applicants
were invited to a subsequent job interview served as a measure of
discrimination. Several months after the interview decision was
made, the hiring manager who made the decision was contacted
and asked to take the IAT. Our primary hypothesis was that the
hiring managers’ automatic stereotypes would predict their inter-
view decisions, with managers possessing a stronger automatic
antiobesity bias being less likely to invite an obese (vs. normal-
weight) applicant to a job interview. Our secondary hypothesis was
that automatic obesity bias would predict these decisions over and
above explicitly endorsed hiring preferences.

Method

Participants

Nine hundred eighty-five hiring managers participated in the
unobtrusive field experiment conducted by Rooth (2009). Unfor-
tunately, not all hiring managers could be invited to take the IAT.
To begin with, some of the hiring managers who participated in the
Rooth study could not be located due to firm shutdowns, job
changes, and so on. Moreover, to be eligible for the IAT session,
it had to be ascertained that the hiring manager had handled the
entire hiring process alone. That is, he or she had to have received
the job applications, done the screening, and selected which can-
didates were to be invited for the job interview. Also, since neither
the obese nor the normal-weight job applicant was invited to a job
interview in a large number of cases (566), we chose to invite only
a random sample of hiring managers from that decision group. In
total, 673 hiring managers were invited to take the IAT. Of these,

384 accepted the invitation and promised to take the IAT within
the following week. In the end, however, 153 managers actually
did complete the IAT (see Table 1), the most common reason for
this drop being computer-related problems such as firewall issues.
Another reason given by the managers was lack of time caused by
an unforeseen workload. Importantly, when scrutinizing the output
files, it is clear that no one started taking the IAT (which is needed
to realize what the test is about) and then decided to withdraw.

Since we are essentially interested in examining the relationship
between the IAT and discriminatory behavior, only those manag-
ers who participated in both phases of the study produced mean-
ingful data that could be used in the statistical analyses. Thus, our
final sample consisted of 153 managers (76 males and 77 females;
mean age � 40.0 years, SD � 10.41).

Job Applications

Photo manipulation. The weight of the job applicant was
manipulated by attaching a facial photograph of either an obese or
a normal-weight person to the job applications used in the Rooth
(2009) field experiment.3 The following photo selection and ma-
nipulation procedures were used. Initially, a total of 48 photos of
normal-weight men (n � 25) and women (n � 23) that we
believed would be suitable for the present research were selected
from Photosearch, an Internet photo site (http://www.photosearch
.com). The individuals in the photos were approximately 20–30
years old. These photos were then distributed to 89 students who
judged each individual’s age and physical attractiveness in a
randomized order. To control for differences in average ratings
across students, the deviance of an individual student’s average
rating of the photos was calculated for each of the 48 photos. This
information was then used to create photo pairs consisting of two
approximately equally attractive individuals. The aim was also to
choose pairs that were as identical as possible with respect to
features such as clothing, hair color, hair length, smile, and facial
shape. The photo of one individual in each pair was then sent to a
photo firm, whose task was to make the person in the photo look
obese. The photo manipulation was based on the standard obesity
definition of obesity (i.e., a BMI � 30). Furthermore, the back-
ground of the photos was changed to be the same within pairs. The
reason for this was to eliminate potential confounding photo char-
acteristics that are unrelated to appearance. In total, seven photo
pairs (four male and three female) were used in the field experi-
ment.4 The same two applicants (one obese and one normal
weight) always appeared together and applied for the same job. So
as not to arouse suspicion among the hiring managers, the obese
and normal-weight applicants who applied for the same job had to
be different individuals. Importantly, extensive pretesting (see
Rooth, 2009, for details) ascertained that the normal-weight appli-
cant was not perceived to be more attractive than the (nonmanipu-

3 In this context, the Swedish labor market is an ideal market to analyze
since the use of photographs in job applications is quite common. Inter-
views with recruiters at some Swedish companies show that every fifth
application they receive includes a photo of the applicant.

4 One could be concerned that there was a possibility that the hiring
managers could have observed that the photos had been manipulated.
However, when distributing the manipulated photos to 87 students for
evaluation, none replied that the photos looked fake or manipulated.
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lated) normal-weight version of the obese applicant. In other
words, the fact that the normal-weight applicant did not have the
advantage of being more physically attractive from the start ascer-
tains that differences in callback rates were caused by the photo
manipulation and not by initial differences in physical attractive-
ness. Nevertheless, after the obesity manipulation, the now obese
job candidate became less physically attractive than his or her
normal-weight competitor given that weight and physical attrac-
tiveness are strongly related. We return to this issue in the Dis-
cussion section. See Rooth (2009) for examples of the photo
stimuli used in conjunction with the job applications.

Application appearance and design. The general appear-
ance of the job applications used in the field experiment was based
on the templates provided by the Swedish Employment Agency on
their website. The first part of the applications consisted of a letter
of interest, which contained a quite general applicant biography
and a picture of the applicant (see Appendix B). The second part
consisted of a detailed curriculum vitae, including educational
history and work experience. Note that the applications did not
refer to any real persons. The occupations applied for were both
skilled and semiskilled or unskilled and consisted of computer
professionals, business sales assistants, preschool teachers, ac-
countants, nurses, restaurant workers, and shop sales assistants.
Because the competition from other applicants was assumed to be
considerable, the fictitious applicants had to be well qualified. The
fictitious job applicants were matched on credentials, had similar
amounts of relevant work experience, and had obtained their
education in the same type of school, although at different loca-
tions. Furthermore, the application contained a name, an e-mail
address, a telephone number, and a postal address. The applicant’s
e-mail address and the telephone number (to which voicemail was
connected) were registered at a large Internet provider and a phone
company. Postal addresses were included in the résumés to prevent
any invitations from being lost or returned to the employer. The
addresses were chosen to signal that the respondents lived in the
same neighborhood. However, to avoid suspicion among the hiring
managers, slightly different applicant profiles had to be created.
Importantly, since the facial photos of obese and normal-weight
individuals were randomly assigned to the job applications and
thus appeared in each template application the same number of
times, any potential confounds in application content should be
cancelled out. That this randomization was indeed successful is
corroborated by the finding that no application effect was observed
in the field experiment data (see Rooth, 2009, for more details).

Measures

Discrimination measure. The field experimental data from
Rooth (2009) served as the behavioral criterion variable. Discrim-
inatory behavior was quantified by callback rates, that is, the
extent to which normal-weight versus obese applicants were in-
vited to the job interview, either by e-mail or by telephone (via
voicemail).5 Since the callback rate in the field experiment study
was found to be significantly lower (seven percentage points) for
obese applicants, this callback measure successfully captured dis-
crimination, constituting an excellent criterion variable on which
we could regress the same hiring managers’ IAT data.

The implicit association test. For the present research, we
designed a weight-based stereotype IAT (see Agerström, Carlsson,
& Rooth, 2007, for validation data) to assess the degree to which
hiring managers automatically associated obese people with lower
work performance relative to normal-weight individuals. In this
adapted version of the IAT, participants categorized words indi-
cating high or low performance and faces as either obese or normal
weight by pressing one of two keys (d or k) on the computer
keyboard. The specific target categories were obese and normal
weight, with associated stimuli consisting of pictures of average-
looking women and men of which half had been professionally
manipulated to look obese (see Agerström et al., 2007, for exam-
ples of the IAT photo stimuli used in the present research). A total
of 12 stimuli pictures were used, and they were based on the
original photographs of three males and three females. Note that a
specific hiring manager’s IAT never contained the same photos
that were sent to him or her as part of the job applications to avoid
potential suspicion and stimulus driven effects. As attribute labels
we used high performance and low performance. After extensive
pretesting (see Agerström et al., 2007, for details), five target
words were selected for each category. The words were selected on
the basis of category fit and stereotypicality. Words denoting high
performance included effective, productive, hardworking, ambi-
tious, and goal-oriented. Words denoting low performance were
ineffective, incompetent, slow, lazy, and initiative lacking. Thus,
the congruent block (i.e., the block assumed to be congruent with
the participants’ automatic associations) included obese/low-per-
formance and normal-weight/high-performance categorizations,
and the incongruent block (i.e., the block assumed to be incongru-
ent with the participants’ automatic associations) included obese/
high-performance and normal-weight/low-performance categori-
zations. An automatic obesity stereotype is shown to the degree
that the stereotype-congruent sorting task (obesity � low perfor-
mance/normal weight � high performance) is performed faster
than the stereotype-incongruent sorting task (obesity � high per-
formance/normal weight � low performance).

The IAT procedure followed the recommendations given by
Nosek, Greenwald, and Banaji (2005) and consisted of seven
blocks of classifying tasks. Stimuli were presented individually in
the center of the computer screen in randomized order. The first
block consisted of 20 trials where the participant classified the
target stimuli (photos of obese vs. normal-weight persons) into the

5 Ideally, one would like to have observed the full hiring process and not
just the interview decision. However, for methodological reasons, such an
experiment would be extremely difficult, if not impossible, to carry out.

Table 1
IAT Participation Frequencies as a Function of
Interview Decision

Interview decision
Correspondence

testing

IAT

Invited Participated

Only normal-weight applicant 119 103 35 (34%)
Only obese applicant 52 48 11 (23%)
Both 248 229 68 (30%)
Neither 566 293 39 (13%)

Total 985 673 153 (23%)

Note. IAT � implicit association test.
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two target categories (obese vs. normal weight) using the left and
right keys on the computer keyboard. The second block also
consisted of 20 trials where the participant classified the attribute
stimuli words (e.g., effective, lazy) into the two attribute categories
(high performance vs. low performance). The third block was a
pairing practice block where the participant sorted both the target
and the attribute stimuli for 24 trials into the four different cate-
gories. This block involved the incongruent pairing. That is, the
attribute category low performance shared a response key with the
target category normal weight, whereas the attribute category high
performance shared a response key with the target category obese.
In the fourth block, participants continued to sort both target and
attribute stimuli into the four different categories (in the same
manner as in Block 3) but this time for 40 trials. The fifth block
involved relearning how to sort the target stimuli with the reverse
key mapping. That is, those participants who earlier had the
category obese mapped to d now had it mapped to k and normal
weight to d. This block consisted of 40 trials. The sixth block
consisted of a pairing practice block where the participant sorted
both target and attribute stimuli to the four categories for 24 trials
but this time according to a congruent mapping scheme. In other
words, the attribute category low performance shared a response
key with the target category obese, whereas the attribute category
high performance shared a response key with the target category
normal weight. In the seventh block, the participant continued to
sort both target stimuli and attribute stimuli into the four categories
(according to the same mapping scheme as in Block 6) but now for
40 trials.

IAT scoring. Following the procedure outlined by Green-
wald, Nosek, and Banaji (2003), a D value was calculated based on
the participants’ response latencies for the compatible versus in-
compatible blocks. Also, following their recommendations, re-
sponses with latencies greater than 10 s were removed. D was
quantified as the difference between incongruent and congruent
mean reaction times divided by the participant’s pooled standard
deviation of reaction times on congruent and incongruent blocks.
In the present study, the IAT responses were coded so that a higher
value reflects stronger automatic associations consistent with the
obesity stereotype.

We chose to use the D measure in the present research because
it offers a number of advantages compared with the earlier con-
ventional scoring procedure introduced by Greenwald et al.
(1998). According to Greenwald et al. (2003), the D measure
should generally be (a) superior in capturing underlying associa-
tion strengths, (b) more sensitive in detecting relations between
association strengths and relevant criterion variables, and (c) better
at reflecting individual differences that are produced by associa-
tion strengths rather than other potentially confounding variables
such as cognitive fluency, age (see McFarland & Crouch, 2002),
and learning effects (see Nosek, Banaji, & Greenwald, 2002).

Explicit measures. The explicit measures used in the present
study included self-reported hiring preferences and performance
stereotype ratings. To measure self-reported hiring preferences, the
hiring managers were asked to choose which of the two groups
(normal-weight vs. obese people) they personally prefer when
recruiting new personnel. Specifically, they were instructed to
mark one of the following five alternatives: “When hiring staff I
strongly [slightly] prefer normal-weight individuals to obese indi-
viduals,” “When hiring staff I strongly [slightly] prefer obese

individuals to normal-weight individuals,” or “When hiring staff I
do not prefer one group to the other.” A strong preference for
obese individuals was coded as �2 and a slight preference as �1,
whereas a strong preference for normal-weight individuals was
coded as 2 and a slight preference as 1. A neutral response was
coded as 0.

To assess explicit performance stereotypes, the hiring managers
were asked to describe how they perceive the general work per-
formance of normal-weight individuals versus obese individuals.
They had to choose among five response alternatives ranging from
“Normal-weight individuals perform much better [slightly better]
at work than obese individuals” to “Normal-weight and obese
individuals perform equally well at work” to “Obese individuals
perform [slightly better] much better at work than normal-weight
individuals.” These responses were coded so that �2 reflected
superior and �1 slightly better performance in favor of obese
individuals, whereas 2 reflected superior and 1 slightly better
performance in favor of normal-weight individuals. Equal perfor-
mance was coded as 0.

Procedure

Phase 1: Field experiment. The field experimental data were
collected between January and August 2006. Two job applications,
one with a normal-weight applicant and one with an obese appli-
cant, were sent to 985 different job openings posted by the Swed-
ish Employment Agency. A research assistant monitored the fic-
titious job applicant’s e-mail address and voicemail. If the
applicant was invited to a job interview, the research assistant
replied by sending an e-mail to the contact person where it said
that he or she had already accepted another job and therefore had
to decline the interview. This was done to minimize inconvenience
for the employer. Because correspondence testing focuses only on
the first step of the hiring process, that is, selecting job candidates
for an interview, and thus neglects the second step of actually
getting the job, there are four possible interview outcomes: Both
candidates could be invited, neither candidate could be invited, or
only the normal-weight or the obese candidate could be invited. In
566 cases, neither applicant was invited. In the remaining 419
cases, at least one of the applicants was invited to an interview.
Both applicants were invited in 248 of all cases, while only the
normal-weight applicant was invited in 119 cases and only the
obese applicant in 52 cases. From this information, the callback
rate for normal-weight and obese applicants could be calculated
separately (see Rooth, 2009, for more details).

Phase 2: IAT. Months after the field experiment was over, a
research assistant started contacting the hiring managers whose
names appeared as contact persons in the job ads posted on the
Swedish Employment Agency’s website. This was an extremely
laborious task, and approximately four managers were contacted a
day. When contacted, the hiring manager was informed that a
research team studying labor market outcomes was interested in
finding out whether a specific job position (i.e., the position our
fictitious applicants had applied for) had been filled. The research
assistant then asked the hiring manager if he or she had been solely
responsible for the interview decision. If the manager answered in
the affirmative, the research assistant said that the research team
also studied hiring preferences and wondered whether he or she
would like to complete a sorting test (the IAT) on his or her own

795AUTOMATIC BIAS AND HIRING DISCRIMINATION



computer together with a short questionnaire on manpower-related
attitudes (explicit measures; always completed last). The hiring
manager was also informed that it would be essential that he or she
complete the sorting test within one week. Finally, the research
assistant guaranteed that the hiring manager’s test result would be
confidential and that the hiring manager could quit the test if he or she
wished. The IAT data were collected between October 2006 and
March 2007. Hence, the field experiment and the administration of the
IAT were separated by a time period of at least 2 months.

Results

Our primary hypothesis was that the hiring managers’ automatic
obesity stereotypes would predict their interview decisions so that
those showing a stronger automatic antiobesity bias would be less
likely to invite an obese (vs. normal-weight) applicant to a job
interview. Our secondary hypothesis stated that automatic obesity
bias would predict these decisions over and above explicitly en-
dorsed hiring preferences.

Weighting Scheme

Before proceeding with the empirical analysis, it is necessary to
clarify the rationale for using weights in the analysis. The reason
for this was that substantially fewer hiring mangers who invited
neither of the two job candidates (normal weight or obese) to an
interview in the field experiment were contacted and asked to take
the IAT in the present research than was the case for the other three
decision groups—that is, those managers who invited the normal-
weight, obese, or both candidates to an interview (see Table 1).
Not weighting the data when calculating the obesity difference in
callback rates would mean that the numerator would be down-
played. Consequently, one would get an inflated discrimination
effect. In fact, in the full correspondence testing experiment
(Rooth, 2009), the difference in callback rates between obese and
normal-weight applicants is seven percentage points. In the IAT
experiment, this (unweighted) difference increases to 16 percent-
age points.6 Since an inflated discrimination effect could poten-
tially influence the magnitude of the correlation between IAT
scores and callbacks, we needed to use weights in the analyses. A
detailed description of how the weighting scheme was calculated is
given in Appendix C.

Descriptive Statistics and Preliminary Analyses

We begin the empirical analysis by presenting descriptive sta-
tistics for each of our measures. Although we used only the data
from those 153 hiring managers who completed the IAT for the
present research, the difference in callback rates (using weighted
data) for obese versus normal-weight applicants was nearly iden-
tical to that observed in the full sample in the Rooth (2009) study,
indicating that the weighting scheme is correct. Specifically, the
average callback rate was seven percentage points lower for obese
job applicants (see Table A1 in Appendix A for a complete
summary of the Rooth, 2009, data).

The IAT data (see Figure 1) reveal that, on average, the hiring
managers produced D scores (M � .72, SD � .38) consistent with
an obesity stereotype. In other words, they more easily associated
obese people with low performance and normal-weight people

with high performance than they associated obese people with high
performance and normal-weight people with low performance.
Similarly, the hiring managers’ explicit responses reflected sub-
stantial antiobesity bias. Overall, they indicated that they preferred
normal-weight individuals to obese individuals when hiring personnel
(M � .71, SD � .62) and that the former group performs better at
work than the latter group (M � .27, SD � .51). Table 2 displays
response frequencies for these two explicit measures assessing hiring
preferences and performance stereotypes, respectively.

Since our hypotheses ultimately concern the extent to which the
hiring managers’ interview decisions related to implicit and ex-
plicit bias, we also present descriptive statistics for the IAT, hiring
preference, and performance stereotype measures as a function of
whether the manager invited the normal-weight, obese, or both job
candidates to the interview (see Table 3).

Finally, before testing our hypotheses, we examined whether the
hiring managers’ IAT scores correlated with their explicit re-
sponses. The IAT scores showed a statistically significant, yet
weak, positive correlation with the explicit hiring preference rat-
ings (see Table 4). In contrast, the performance stereotype ratings
were unrelated to the IAT scores. As could be expected, the
explicit hiring preferences and the performance stereotype ratings
were substantially related. The finding that our implicit measure
showed small or nonsignificant correlations with the explicit mea-
sures is consistent with previous research (see Nosek & Smyth,
2007, for an overview).

Predicting Discrimination

Our hypotheses concern to what extent hiring discrimination in
terms of differences in callback rates can be predicted by auto-
matic stereotypes and explicitly endorsed hiring preferences and

6 The difference in callback rates in the full corresponding testing experi-
ment is calculated from Table 1 as (119 � 52)/985 � 0.068, while the
difference in callback rates (unweighted data) in the IAT experiment is
calculated as (35 � 11)/153 � 0.157. The reason why the unweighted number
is larger is that the numerator is downplayed due to the sampling design.
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Figure 1. The frequency distribution of the implicit association test
scores (nonstandardized values) for the 153 managers (M � .72, SD �
.38).
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beliefs assessed by the IAT and explicit measures, respectively. To
test these, we used probit regressions (reporting marginal effects)7

to see how the callback rates for normal-weight versus obese
applicants varied when the IAT and the two explicit measures were
entered into the regression equation. The behavioral data included
153 observations for normal-weight and obese applications, re-
spectively, giving us a total of 306 applications/observations. All
estimations were clustered on the level of the firm/job, and the
individual observations were weighted according to the current
weighting scheme.8 We first regressed the callback dummy on the
IAT and the explicit hiring preference and performance stereotype
measures, as well as their interaction with the experimentally
manipulated obesity dummy variable (see Models A–F in Table
5).9 The extent to which the different measures can predict differ-
ences in callback was captured by the interaction effect, reported
as a marginal effect. Models D–F also controlled for occupation
fixed effects and their interaction with the obesity dummy.10 This
alternative model specification allowed us to analyze to what
extent the estimated correlations of Models A–C were produced by
unobserved occupation-specific characteristics. Importantly, in-
cluding occupation fixed effects purged our estimate of interest
from such influences.

Consistent with our primary hypothesis, the estimate of the
IAT � Obesity interaction effect shows that hiring managers who
possessed a stronger automatic association between obesity and
low work performance were less likely to invite obese applicants
to an interview (see Model A). When comparing hiring managers
with a one-standard-deviation difference in the IAT score, they did
not differ in their callback rates for normal-weight applicants, but
they did differ significantly in their callback rates for obese appli-
cants. Specifically, a one-standard-deviation increase in obesity
stereotype bias lowered the callback rate for an obese job applicant
by eight percentage points.

In addition, consistent with our secondary hypothesis, this result
was very robust and was basically unchanged when the explicit
hiring preference and performance stereotype measures were in-
cluded in the model (see Model C). The effect was also unchanged
when occupation fixed effects and their interaction with the obe-
sity dummy were included (see Models D and F), which implies
that the estimate of the IAT � Obesity interaction effect is on
average the same within as between occupations.

In the second column (Model B) of Table 5, only the explicit
hiring preference and performance stereotype measures are in-

cluded. The point estimates for these two explicit measures were
small, and neither measure was significantly associated with the
difference in callback rates. Furthermore, this result remained
unchanged when we included the IAT (Model C) and occupation
fixed effects (Models E and F). Also, the estimate of the IAT �
Obesity interaction effect did not become weaker when potential
outliers were taken into account. When recoding the bottom n% of
the IAT values into the nth percentile value and the top n% of the
IAT values into the (100 � n)th percentile value (using n � 5 and
10), the results remained the same.

Discussion

To date, there has been a relative lack of convincing evidence
showing that automatic stereotypes are related to unambiguous
discriminatory behavior that takes place outside the laboratory. In
the present research, however, we have demonstrated that auto-
matic obesity stereotypes predict real labor market discrimination.
We found a strong and consistent relationship between hiring
managers’ automatic antiobesity bias and the probability that they
would invite an obese, but not a normal-weight, job applicant for
an interview. Specifically, the probability that the hiring manager
would invite an obese job applicant was diminished by eight percent-
age points when automatic obesity stereotype bias increased by one
standard deviation. Moreover, the automatic obesity stereotypes pre-
dicted discriminatory hiring decisions above and beyond explicitly
endorsed hiring preferences and obesity stereotypes. In fact, the latter
did not significantly predict hiring decisions.

The finding that automatic obesity stereotypes captured by the
IAT predicted hiring decisions is consistent with many dual pro-
cess theories (e.g., Chaiken & Trope, 1999; Epstein, 2003; Haidt,
2001) as well as with automaticity research in social cognition in
general (see, e.g., Bargh & Chartrand, 1999; Bargh & Morsella,
2008, for reviews), which shows that even many complex human
behaviors (e.g., goal pursuit) can operate in an automatic mode.
One possible explanation for the finding that the hiring managers’
IAT scores, but not their self-reported hiring preferences and
beliefs, predicted their interview decisions could be that these
decisions were to a substantial extent based on a quick automatic

7 Since the size of the estimates received after a probit regression is not
interpretable, we needed to calculate marginal effects. The marginal effect
should in this particular case be interpreted as the percentage point change in
the callback rate resulting from a unit change in the explanatory variable, that
is, a one-standard-deviation increase in the IAT or in the explicit measures.

8 For each job, or recruiter, there were two observations in the data, that
is, one observation for the treatment of the obese and the normal-weight
applicant, respectively. Hence, we had to cluster the standard errors to
correct for this level of aggregation in the data, which was implemented
with the cluster command, using the Strata software package.

9 For comparison, the same analyses using unweighted callback data are
presented in Table A2 in Appendix A. Note that the unweighted data yield
a larger IAT � Obesity interaction effect.

10 We also had a number of other variables at our disposal such as the
BMI (weight and length) of the hiring manager, his or her gender, and
age. However, the BMI data suffered from restriction of range since
only 3% of the hiring managers could be classified as obese. Adding
gender and age to the statistical analyses did not change the association
between the IAT and the discrimination measure. Thus, all three vari-
ables were omitted in the final analysis.

Table 2
Responses to the Explicit Measures Displayed as Frequencies
(N � 153)

Explicit measure

Value

�2 �1 0 1 2

Hiring preference 0 0 65 76 12
Performance stereotype 0 0 115 33 5

Note. Hiring preferences: 2 implies strong preference, 1 slight preference
for normal-weight relative to obese people, and �2 and �1 vice versa. 0
denotes no preference. Performance stereotypes: 2 implies much better, 1
slightly better performance of normal-weight relative to obese people, and
�2 and �1 vice versa. 0 denotes equal performance.
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evaluation of the job applicant. Furthermore, the hiring managers
may have arrived at their decisions without being aware that they
had integrated the job applicant’s weight when forming their
assessment (see Nisbett & Wilson, 1977). Thus, insofar as the
decision included an automatic component, this may have facili-
tated the expression of individual differences in automatic associ-
ations between weight and work performance captured by the IAT.
In contrast, explicit measures may have failed to predict the
interview decision because they do not rely on automatic informa-
tion processing but rather tap more reflective cognitive processes.
This line of reasoning rests on the assumption that implicit mea-
sures should predict uncontrolled and relatively spontaneous/
automatic behavior better than explicit measures (e.g., Asendorpf,
Banse, & Mücke, 2002; Dovidio, Kawakami, Johnson, Johnson, &
Howard, 1997; Perugini & Leone, 2009), although without deny-
ing that implicit measures can predict controlled behavior (Green-
wald et al., 2009). It should be mentioned, however, that the terms
automatic and controlled are somewhat ambiguous and that a
clear-cut taxonomy of such behaviors seems to be missing (Dovi-
dio et al., 1997). Also, it seems reasonable to assume that many
behaviors, including résumé screening, are neither fully automatic
nor fully controlled. Nevertheless, our data strongly suggest that
the degree to which hiring managers automatically associate obe-
sity with low work performance matters when they evaluate job
candidates.

Besides examining the role of automatic stereotypes in hiring
situations, another research goal was to demonstrate the predictive
utility of the IAT as a method. Our results strongly suggest that the
IAT can be a valuable tool for assessing obesity-based bias occur-
ring in actual hiring situations. Additionally, given that the IAT
was designed to assess discriminatory biases, the finding that the
IAT successfully predicted hiring discrimination (even when con-

trolling for explicit stereotypes) offers support in favor of the test’s
construct validity. More specifically, this suggests that the IAT
captures automatic bias that to at least some extent has a person-
centered evaluative component and does not merely reflect envi-
ronmental associations (see Arkes & Tetlock, 2004). However, the
degree that the IAT reflects automatic, overlearned evaluations is
still being debated (see Gawronski, Lebel, & Peters, 2007).

A central controversy in social psychology concerns to what
extent people have introspective access to their implicit associa-
tions (see, e.g., Fazio & Olson, 2003; Gawronski & Bodenhausen,
2006). Although we cannot know whether the hiring managers
were aware of their automatic associations, it is only reasonable to
assume that some were (yet to different degrees), whereas others
were not. What is clear, however, is that implicit obesity stereo-
types are different from their explicit counterparts, and only the
former were found to predict discriminatory actions in the work-
place. Apparently, one cannot rely on self-reported obesity stereo-
types but rather needs to consider implicit ones to more fully
understand and better predict employment discrimination.

In contrast to previous studies (e.g., Ziegert & Hanges, 2005) on
the predictive validity of the IAT, where the IAT and discrimina-
tory behavior measures typically have been completed immedi-
ately in succession, one methodological advantage of the current
research is that the IAT and discrimination measures were sepa-
rated in time by at least 2 months. Accordingly, the risk that the
relationship between IAT bias and behavior was confounded by
order effects (see Dasgupta & Greenwald, 2001; Karpinski &
Hilton, 2001; Mitchell, Nosek, & Banaji, 2003) is virtually non-
existent. The finding that the IAT successfully predicted discrim-
inatory behavior that was temporally remote is also consistent with
the idea that fairly stable individual differences in automatic as-
sociation strength underlie the IAT–behavior relationship.

Obesity Bias and Practical Implications

Assessing obesity bias in hiring raises the question of job
relevance. Although hiring certain groups of people over others is
inherently discriminating, it is job-irrelevant discrimination that
warrants concern from an ethical, legal, and applied perspective.11

It seems reasonable to assume that, for certain occupations, obesity
can directly impede work performance and that excluding obese
people from these occupations may be a business necessity (see,
e.g., Roehling, 1999). For example, being obese is obviously a

11 We are grateful to an anonymous reviewer for raising this point.

Table 3
Implicit and Explicit Variable Means as a Function of Interview Decision

Interview decision Number of jobs
Implicit measure: Implicit

association test

Explicit measure

Hiring preference Performance stereotype

Only normal-weight applicant 35 .25 (.93) .06 (1.09) .18 (1.15)
Only obese applicant 11 �.93 (.95) .12 (1.04) .16 (0.97)
Both 68 �.11 (.99) �.15 (0.94) �.09 (0.89)
Neither 39 .24 (.90) .19 (1.00) �.05 (1.06)

Total 153 .00 (1.00) .00 (1.00) .00 (1.00)

Note. All variables are presented as standardized means of their continuous/discrete versions. Standard deviations are given within parentheses.

Table 4
Correlation Matrix Showing the Relationship Between the IAT
Score and the Explicit Measures (N � 153)

Variable

Weighted data Unweighted data

1 2 3 1 2 3

1. IAT score — —
2. Hiring preference .08�� — .02 —
3. Performance stereotype .04 .45�� — .03 .45�� —

Note. IAT � implicit association test.
�� p � .05.
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drawback when it comes to occupations that require physical
mobility in tight spaces (e.g., flight attendants, waitresses). Thus,
for jobs with such physical demands, preferring to hire a normal-
weight person rather than an obese individual may not reflect true
bias. Likewise, this may be the case for certain occupations (e.g.,
sales persons) where obesity through physical attraction mecha-
nisms could reasonably be expected to indirectly influence perfor-
mance (e.g., by lowering sales). Interestingly, the callback data
from the field experiment suggest that obesity discrimination is
especially pronounced in sales and restaurant professions (see
Table A1). Moreover, the well-established link between obesity
and debilitated physical health (e.g., coronary heart disease and
Type II diabetes), as well as between obesity and absenteeism
(Colditz, 1995; Parkes, 1987; Willett, 1995), may contribute to
managers’ preference for normal-weight employees. Ultimately,
however, what constitute legitimate criteria (e.g., health concerns)
for job-relevant discrimination is a political and moral question.

From a legal standpoint, insofar as the substantially higher
rejection rates of obese applicants constitute job-irrelevant dis-
crimination, this could be taken as support by those who argue that
obesity should be added to the list of protected classes under Title
VII of the Civil Rights Act of 1964 (i.e., the American antidis-
crimination law), which currently prohibits discrimination on the
basis of race, color, religion, sex, or national origin.12 Along
related lines, if automatic biases against racial minorities (see
Rooth, 2010) who are protected under Title VII indeed cause
discriminatory treatment in hiring, then these biases pose a chal-
lenge for traditional antidiscrimination laws because these are
based on the assumption that disparate treatment is an intentional,
conscious affair (Greenwald & Krieger, 2006; Jolls & Sunstein,
2006; Kang & Banaji, 2006). Since the policy stakes are obviously
extremely high, however, much more research is needed on dis-
crimination and its implicit (and explicit) antecedents.

Besides legal ramifications, the present findings have numerous
practical implications for hiring managers and company recruit-

ment procedures more generally. With respect to the former, firms
and organizations could use the IAT as a tool to alert their hiring
managers of their implicit biases. Since people tend to assume that
they are immune from the cognitive errors that others make
(Pronin, 2008), simply making them aware of their implicit biases
by means of self-diagnosis constitutes an important first step in a
program aimed at combating the consequences of automatic ste-
reotypes. Once alerted, hiring managers may be motivated to use
more controlled cognitive processing to prevent implicit stereo-
types from being expressed when screening, evaluating, and se-
lecting among job applicants. When it comes to recruitment pro-
cedures, cloaking social category could help prevent unwanted
effects of biased perceptions on personnel selection (Kang &
Banaji, 2006). Placed in the present context, companies and orga-
nizations might want to adopt a policy that does not allow job
applicants to include photographs in their applications. Although it
is easy to conceal one’s weight in a job application, this is certainly
not the case in an interview situation. However, it is possible that
implicit stereotypes matter less at the interview stage when more
individuating information (e.g., personality characteristics) is
available to the recruiter, allowing him or her to increasingly focus
on personal traits that go beyond a potential weight stereotype or
on other information that may disconfirm the stereotype. Indeed,
both behavioral and neuroimaging data show that people respond
differently when they individuate (Fiske & Neuberg, 1990;
Wheeler & Fiske, 2005). However, recognizing the subtle ways in
which automatic stereotypes can still bias people’s perceptions and
behaviors in social interactions, a complementary (although more
dramatic) strategy to social cloaking would be to remove the
traditional job interview altogether. Interestingly, there is some

12 Such protection has also been discussed in conjunction with the
Americans With Disabilities Act (1990), which extends the protections of
the Civil Rights Act to individuals who qualify as disabled.

Table 5
The Association Between the Callback Rate for Interview and the Implicit and Explicit Measures, Using Weighted Data: Marginal
Effects (Percentage Points)

Variable

Model

A B C D E F

Obese (job applicant) .077 (.088) �.029 (.048) .112 (.094)
Implicit measures

IAT �.045 (.041) �.043 (.042) �.044 (.045) �.044 (.045)
IAT � Obese �.079�� (.038) �.077�� (.038) �.084�� (.041) �.083�� (.041)

Explicit measures
Hiring preference �.068 (.048) �.065 (.047) �.017 (.051) �.014 (.050)
Hiring Preference � Obese �.025 (.032) �.023 (.032) �.018 (.038) �.017 (.037)
Performance stereotype .049 (.051) .049 (.051) .042 (.052) .041 (.052)
Performance Stereotype � Obese �.035 (.029) �.035 (.031) �.033 (.034) �.034 (.036)

Occupation fixed effects No No No Yes Yes Yes
Occupation Fixed Effects � Obese No No No Yes Yes Yes
Number of cases 306 306 306 306 306 306

Note. Reported standard errors (in parentheses) are adjusted for clustering on the firm/job (see also footnote 8 in the main text). Each column shows the
estimates from a regression of the callback rate on the set of variables given in the rows of the first column. For instance, the Model A being estimated
is Prob(Callback � 1) � a � b � Obese � c � IAT � d[IAT � Obese]. However, the estimates in the table are marginal effects reported after the dprobit
command in Stata 9.0. Weights are used in all models. In Models D–F, the estimates of the obesity indicator variable and its interaction with occupation
fixed effects have been discarded to save space but are available upon request. IAT � implicit association test.
�� p � .05.
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research indicating that basing hiring decisions solely on paper
records rather than interviews produces better outcomes (see, e.g.,
Arvey, 1979). Of course, in cases (e.g., promotions) where it
would be unrealistic to remove the interview, one could neverthe-
less ascertain that its weighting relative to other performance
measures is diminished (Kang & Banaji, 2006). Furthermore,
when conducting interviews, hiring managers could use carefully
specified, preset evaluation criteria. This would presumably leave
less room for implicit (as well as explicit) stereotypes to exert a
role in the assessment process.

Limitations and Future Directions

Although we explain our results in terms of dual process theo-
ries, another potential explanation for why the hiring managers’
automatic bias, but not their explicitly endorsed stereotypes and
hiring preferences, predicted their hiring decisions involves re-
sponse bias and self-presentation concerns. It is possible that when
completing the explicit measures, the hiring managers chose not to
reveal their true beliefs and preferences so as to avoid appearing
prejudiced. Accordingly, correction processes may have been re-
sponsible for the lack of association between the explicit measures
and discriminatory behavior. Unlike the explicit measures, the IAT
may have been able to predict hiring discrimination because it is
relatively robust to faking and self-presentation concerns. How-
ever, it should be noted that the majority (58%; see Table 2) of the
hiring managers explicitly declared a substantial antiobesity bias.
This suggests a minimal role for self-presentation concerns in the
present research. The finding that self-presentation concerns seem
to be low should be contrasted with other studies on implicit and
explicit bias. When race is concerned, for instance, explicit reports
indicating bias tend to be less common (see, e.g., Nosek, Smyth, et
al., 2007). This discrepancy could stem from the notion that
expressing negativity toward obese people is not socially sanc-
tioned, especially not in the context of work productivity, since
people might associate obesity with a number of variables (e.g.,
poor physical health, absenteeism, fatigue) that impede productiv-
ity.

Alternatively, the lack of correlation between the explicit mea-
sures and our behavioral criterion variable could be due to the fact
that we used only two explicit measures, each consisting of a
single item, and that these measures were not robust enough to
predict discriminatory behavior. We admit to the possibility that
adding other explicit measures to the ones we used in this study
might have improved the predictive power of the explicit mea-
sures. However, we chose to focus exclusively on measuring
performance stereotypes and hiring preferences because we
wanted our explicit measures to match our stereotype IAT and
discrimination measures as closely as possible. In addition, the
decision to rely on a few specific, straightforward explicit items when
predicting a specific behavioral criterion variable was informed by a
considerable amount of attitude research (see, e.g., Ajzen, 1991)
demonstrating that more global and less specific attitude measures
tend to predict specific behavioral criteria poorly.

In the current study, the IAT was always administered prior to
the explicit measures. The reason for this was that we did not want
to take the risk that the hiring managers’ responses to our primary
measure (the IAT) would be influenced by their responses to the
explicit items by, for instance, making explicit preferences salient

(Fazio, 1995). Although previous research (e.g., Hofmann,
Gawronski, Gschwendner, Le, & Schmitt, 2005; Nosek et al.,
2005) has shown that measurement order has little or no effect on
the relationship between the implicit and explicit measures, given
that the order of the administration of the IAT and the explicit
measures was not counterbalanced in the current study, we cannot
rule out the possibility that completing the IAT first could have
influenced the hiring managers’ responses to the explicit measures,
which in turn could have affected the relationship between the
explicit measures and the discrimination measure. Accordingly,
the lack of relationship between the explicit measures and hiring
discrimination should be interpreted with some caution.

With respect to the participation rate in the present study, one
may also be concerned about the fact that only 23% of those hiring
managers who were asked to take the IAT actually participated
(see Table 1) and, consequently, that participant selection could be
an issue. However, it is difficult to see how selective participation
could systematically have produced the results we obtained. Im-
portantly, when the hiring managers were contacted and asked to
take the IAT, they were not specifically told that the test assessed
obesity stereotypes, only that it assessed hiring preferences and
manpower-related attitudes in general. Moreover, when scrutiniz-
ing the output files, it is clear that no manager started taking the
IAT and then decided to withdraw. It goes without saying that the
ideal scenario would be if all the hiring managers had completed
the IAT. Given that the participation request was made over the
phone from a spatially remote place and that taking the IAT would
be inconvenient (the hiring managers had to set aside work tasks
for 20 min as well as adjust their computer settings to ensure IAT
compatibility), this would prove to be difficult.

Another possible limitation in the current study that deserves to be
mentioned is that by choosing to manipulate photos of normal-weight
individuals into looking obese, we also changed their physical attrac-
tiveness. Thus, it is possible that the hiring managers’ decisions
reflected discrimination against unattractive individuals. However,
this would be less of a problem as far as our IAT is concerned because
the contrasting target categories were labeled obese and normal
weight, and previous research suggests that it is the construal of the
category that primarily determines how the concept is evaluated (see
Lane, Banaji, Nosek, & Greenwald, 2007, for an overview). Never-
theless, an important topic for future research will be to examine
obesity and attractiveness as separate biases in hiring.

The present study demonstrates the real-world impact of auto-
matic (obesity) bias by showing that it reliably predicted discrim-
inatory behavior in actual hiring situations. As a natural next step,
future research may want to identify conditions when automatic
attitudes and stereotypes play an especially prominent role in
discriminatory behavior. For example, future studies could exam-
ine experimentally whether automatic stereotypes predict biased
evaluations of job candidates better in situations when the degree
of automaticity is high, such as when cognitive capacity is taxed
due to cognitive load and stress. This is what most dual process
models of social cognition would predict and what research using
other implicit measures than the IAT in related contexts suggests
(Dovidio et al., 1997; Fazio, Jackson, Dunton, & Williams, 1995).
It will also be important for future research to identify conditions
that reduce the influence of automatic bias on decision making. For
instance, do automatic attitudes and stereotypes matter less when
hiring managers are given carefully specified, preset evaluation
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criteria? Not only would such research have a clear applied value,
it would also add to the understanding of how attitude and stereo-
type bias operates more generally. This seems to be an important
area for future study given that little is known about how automatic
bias works as part of a broader psychological process, how it
interacts with reflective processing, and, subsequently, how it
exerts its influence on evaluation and decision making (Cunning-
ham & Zelazo, 2007).

Interestingly, the dominant perspective within social psychol-
ogy assumes that stereotypes are bad and inaccurate. As briefly
touched upon in the previous section, however, there are studies
showing that stereotypes are not necessarily all error (see Lee,
Jussim, & McCauley, 1995, on stereotype accuracy). Thus, another
important topic for future research will be to examine to what
extent implicitly held obesity stereotypes are really inaccurate.
Introducing the concept of stereotype accuracy to research on
implicit bias is important because it would contribute further to the
understanding of the automatic stereotyping process itself. To our
knowledge, no previous research has examined the accuracy of
implicitly held stereotypes. Although the primary purpose of the
current field experimental research was to demonstrate the real-
world consequences of automatic bias rather than testing theoret-
ical assumptions per se, we nevertheless hope that our work will
stimulate more theoretically oriented research that examines the
nature of automatic attitude and stereotype bias more directly,
preferably in tightly controlled laboratory settings.

Conclusions

In conclusion, this study highlights that much can be gained by
combining research methods in social psychology with applied
research in economics. The primary aim of the current work was
to examine the role of automatic stereotypes in real labor market
discrimination. Extending the Rooth (2010) study, which exam-
ined the relationship between automatic attitudes/stereotypes and
ethnic discrimination against Arab-Muslims, we have demon-
strated that hiring managers’ IAT bias predicted workplace dis-
crimination against obese individuals, suggesting that automatic
stereotypes have an impact in actual hiring situations. Interest-
ingly, the results from these two studies converge nicely by show-
ing that the probability for job applicants with Arab-Muslim (vs.
Swedish) sounding male names and obese (vs. normal-weight) job
applicants to be invited to a job interview decreased by approxi-
mately the same magnitude (six and eight percentage points,
respectively) when automatic bias increased by one standard de-
viation. Although such numbers may seem trivial at first glance,
their real-world impact is not, especially if one takes into account
the fact that obesity has reached epidemic proportions in the
United States and in many other industrialized countries.

References

Agerström, J., Carlsson, R., & Rooth, D. (2007). Ethnicity and obesity:
Evidence of implicit work performance stereotypes in Sweden (Working
Paper No. 2007:20). Uppsala, Sweden: IFAU.

Ajzen, I. (1991). The theory of planned behavior. Organizational Behavior
and Human Decision Processes, 50, 179 –211. doi:10.1016/0749-
5978(91)90020-T

Americans With Disabilities Act of 1990, 42 U.S.C.A. § 12101 et seq.
(1990).

Arkes, H., & Tetlock, P. E. (2004). Attributions of implicit prejudice, or
“Would Jesse Jackson ‘fail’ the implicit association test?” Psychological
Inquiry, 15, 257–278. doi:10.1207/s15327965pli1504_01

Arvey, R. D. (1979). Unfair discrimination in the employment interview:
Legal and psychological aspects. Psychological Bulletin, 86, 736–765.
doi:10.1037/0033-2909.86.4.736
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Appendix A

Additional Tables

Table A1
Results From the Field Experiment (Full Data Set)

Callback rates Relative
callback rate

(obese/normal
weight)

Difference in
callbacks (obese �

normal weight)Applicants Jobs
Neither
invited

At least
one invited

Equal
treatment

Only normal-
weight invited

Only obese
invited

Normal
weight Obese

Men
Computer professionals 36 23 13 6 5 2 .31 .22 .73 �.08
Business sales assistants 80 37 43 28 13 2 .51 .38 .73 �.11���

Preschool teachers 75 27 48 35 9 4 .59 .52 .89 �.06
Accountants 53 47 6 1 3 2 .08 .06 .75 �.05
Nurses 79 24 55 42 6 7 .61 .62 1.02 .01
Restaurant workers 93 66 27 9 13 5 .24 .15 .64 �.10��

Shop sales assistants 111 93 18 9 7 2 .14 .10 .69 �.07�

Total 527 317 210 130 56 24 .35 .29 .83 �.06���

Women
Computer professionals 37 24 13 6 2 5 .22 .30 1.37 .09
Business sales assistants 113 57 56 27 18 11 .40 .34 .84 �.06
Preschool teachers 109 42 67 46 15 6 .56 .48 .85 �.07��

Accountants 50 34 16 7 8 1 .30 .16 .53 �.15��

Nurses 45 20 25 19 2 4 .47 .51 1.10 .04
Restaurant workers 71 42 29 11 17 1 .39 .17 .43 �.21���

Shop sales assistants 33 30 3 2 1 0 .09 .06 .67 �.08
Total 458 249 209 118 63 28 .40 .32 .81 �.08���

Note. Data for male and female applicants are presented separately. The null hypothesis for the statistic in the 10th column is normal weight callback
rate � obese callback rate. It is calculated using the signtest command in Stata 9.0. From “Obesity, Attractiveness, and Differential Treatment in Hiring:
A Field Experiment,” by D. Rooth, 2009, Journal of Human Resources, 44, pp. 719–720. Copyright 2009 by the Board of Regents of the University of
Wisconsin System. Reprinted with permission.
� p � .10. �� p � .05. ��� p � .01.
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Table A2
The Association Between Callback Rate for Interview and the Implicit and Explicit Measures, Using Unweighted Data: Marginal
Effects (Percentage Points)

Variable

Model

A B C D E F

Obese (job applicant) .090 (.105) �.159 (.064) .092 (.113)
Implicit measures

IAT .006 (.041) .007 (.042) .001 (.044) .001 (.044)
IAT � Obese �.130��� (.047) �.131��� (.048) �.141��� (.053) �.141��� (.053)

Explicit measures
Hiring preference �.076� (.046) �.076� (.046) �.025 (.048) �.025 (.047)
Hiring Preference � Obese .018 (.045) .015 (.045) .006 (.051) .002 (.051)
Performance stereotype .036 (.049) .036 (.049) .029 (.049) .029 (.049)
Performance Stereotype � Obese �.038 (.049) �.032 (.050) �.030 (.054) �.024 (.055)

Occupation fixed effects No No No Yes Yes Yes
Occupation Fixed Effects � Obese No No No Yes Yes Yes
Number of cases 306 306 306 306 306 306

Note. Reported standard errors (in parentheses) are adjusted for clustering on the job. Each column shows the estimates from a regression of the callback
rate on the set of variables given in the rows of the first column and corresponds to the models being estimated in Table 5 (in the main text) using weights.
The estimates are marginal effects reported after the dprobit command in Stata 9.0. IAT � implicit association test.
� p � .10. ��� p � .01.

Appendix B

Examples of Letters of Interest (Translated Into English): Computer Specialists

Application A (in Verdana 10-Point Type)

Hi,
My name is Karl Johansson and I am 30 years old. I have

previously worked as a system designer at Telenor AB between
1998 and 2005 in an environment based on win2000/SQL
Server. I then participated in three different projects and my
work tasks involved development, maintenance and every day
problem solving. Development work was done in ASP, C��
and Visual Basic and we used the development platform .Net
and MS SQL. In addition, I have experience in HTML, XML,
J2EE and JavaScript.

I enjoy working with development and problem solving and I
now hope that I will develop my skills further at your company. As
for my personal characteristics one could add that I find it easy to
work both on an individual basis and as a group. I am a dynamic
person who likes challenges. I really like my occupation which I
think is mirrored in the work I do. I have a degree in computer
engineering. I graduated with good grades from Stockholm Uni-
versity.

In my spare time I like to read and listen to music. Together with
my wife I also like to socialize with my friends during weekends.

I look forward to being invited for an interview. I will then bring
my good certificates and diplomas.

Best regards
Karl Johansson

Application B (in Times New Roman 12-Point Type)

Hi,
First of all I would like to introduce myself. My name is Erik

Nilsson. I am 29 years old and live in Stockholm.
I previously worked at EssNet AB for about 7 years and my work

tasks included designing, implementing, as well as testing different
financial applications. The programming was mainly done in a Java
J2EE environment. A lot of the development was also done in
C/C�� and Visual Basic. Sometimes I also participated in projects
which were more web based and linked to data bases. This work gave
me experience in ASP, JSP and MS SQL among other things.

As for my skills, one could also add that I enjoy working and that I do
not want to leave unfinished work. I work independently and am good at
taking own initiatives. At my previous job I also learned how to coop-
erate, listen to other people and produce great results in groups.

When it comes to my educational background I have an engi-
neering degree in technical physics with computer science as an
area of specialization from Uppsala University.

Since I am a very social person I spend a great deal of my spare
time together with my friends and wife. I am also very interested
in traveling. I hope I will get the opportunity to come for an
interview so that I can tell you more about myself and show you
my good grades and credentials.

Best regards
Erik

(Appendices continue)
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Appendix C

Weighting Scheme

To illustrate the weighting strategy in more detail, we use the
shop sales occupational group as an example. In the original
full-scale field experiment (Rooth, 2009), 144 jobs were applied
for in this particular occupational group, resulting in only the
normal-weight applicant being invited to interview eight times
(5.6%), only the obese applicant two times (1.4%), both applicants
11 times (7.6%), and neither of the job applicants 123 times
(85.4%). However, in the less extensive implicit association test
(IAT) experiment, the corresponding number for each interview
decision was one (8.3%), one (8.3%), two (16.7%), and eight
(66.7%), respectively. Hence, the distribution of the interview
decisions in the IAT experiment does not mimic that of the
full-scale field experiment. Furthermore, the extent to which the
two distributions differ varies by occupation.

The solution is to calculate sampling weights and to incorporate
them into the statistical analysis of the IAT experiment, which then
adjusts the influence of each observation to reflect the data for the
original full-scale field experiment. In an empirical sense, calcu-
lating sampling weights implies calculating the probability that the
observation is included because of the sampling design.C1 To give
an example, using the information for the shop sales category
above or in Table C1, the specific sampling weight for the inter-
view decision “Only obese applicant” is then calculated as 1/2.
Since the probability to be included in the IAT experiment varied
by interview decision and occupational group, we calculated the
weights as being both interview decision and occupation specific,

that is, the information in Table C1 was extracted for all occupa-
tions and the corresponding sampling weights were calculated.

C1 In this particular study, this probability also incorporates the proba-
bility that the observation is included because the employer decided to
participate in the IAT experiment.
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Table C1
Number of Participants in Each Experiment and Sampling
Weights for Shop Sales

Interview decision

Number of participants

Sampling
weight

Hiring
experiment

IAT
experiment

Only normal-weight applicant 8 1 1/8
Only obese applicant 2 1 1/2
Both 11 2 2/11
Neither 123 8 8/123

Note. IAT � implicit association test.
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